KNOWLEDGE MANAGEMENT AND TRAINING

Semantic Web Technologies for Smart-Oilfield Applications

In model-based oilfield operations,
engineers rely on simulations to make
important operational decisions on a
daily basis. Generally, an engineer is
an expert in only one aspect of oilfield
modeling and trained to use only a few
tools. Accessing information captured
in models that are not in the area of
expertise of the engineer and are cre-
ated by different processes and peo-
ple is not easy. The full-length paper
examines the application of semantic
Web technologies to address the prob-
lem of information represented differ-
ently across models.

Introduction

The work described in the full-length
paper is part of the Integrated Asset Man-
agement (IAM) project at the Chevron-
funded Center for Interactive Smart
Oilfield Technologies at the University of
Southern California. The current focus
of the IAM project is to enable model-
driven reservoir management.

Consider a typical oilfield opera-
tion for a greenfield. Because little or
no performance-related data for the
field exist, the production engineer
must rely on simulations for making
the initial set of asset-development
decisions. Different simulation models
of the oil field including Earth, net-
work, reservoir, and integrated-system
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Fig.1—Semantic Web layers; URI=uniform resource identifier, IRI=
internationalized resource identifier, and RIF=rule exchange format.

(coupled)-simulation models are cre-
ated. These simulation models are
built and used at different times and
locations, and by team members of dif-
ferent disciplines. A particular mem-
ber of the team typically is an expert in
a particular modeling and simulation
technology and is familiar with certain
software toolkits in that domain. This
means that models, workflows, and
results created with other software
tools in other domains are not usable
and accessible by that expert. As a
result, the insights and understanding
of a team member in one role are not
used fully by someone in another role.
These simulation models can be modi-
fied constantly as new data are pro-
duced in the oil field and interpreted
by one or more members of the asset
team. In this situation, changes made
to the model(s) by one team member

should be communicated immediately
to other team members who may
be using that model as the basis of
scenario planning and forecasting, or
who may need to modify their own
models to match the updates.

The problem of finding information
in a system with large amounts of
largely unstructured data also is seen
on the Internet. To address this prob-
lem, the World Wide Web Consortium
(WWWC) organization, the lead-
ing standards-definition body for the
Web, has proposed a set of standards
for data modeling, knowledge capture,
and semantic querying and retrieval
of data commonly called the semantic
Web standards. The full-length paper
examines the applicability of these
standards for real-time reservoir man-
agement. The primary motivation for
using these technologies is that they
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provide a simple and intuitive data
model, are designed for collaborative
and distributed evolution, and provide
a capability for inferencing.

An industrywide ontology based on
semantic Web technologies, called the
Oil and Gas Ontology (OGO), has
been proposed by the Petrotechnical
Open-Standards Consortium (POSC)
Caesar Association (PCA) in an
attempt to provide standard means
for data integration within and across
business domains. PCA is a global,
nonprofit member organization that
promotes the development of open
specifications to be used as standards
for enabling the interoperability of
data and software.

Background
Ontologies and Knowledge Bases
(KBs). An ontology is a shared rep-
resentation or a data model of a set of
concepts in a domain and the relation-
ships between them. An ontology com-
monly is used to solve two important,
related problems that occur in large
organizations (i.e., information inte-
gration and knowledge management).
The information-integration problem
occurs as different systems and data-
bases represent and store information
in different ways. These differences in
information representation and stor-
age are not just syntactic, but also are
semantic in nature. Semantic differ-
ences in information representation
mean that data are named or encoded
differently in different data sources.
Also, different unit systems are used
to represent information in different
information systems. Such issues have
been addressed successfully by use
of an ontology. The definitions of the
concepts and relationships are only a
means to categorize and capture the
real instance data in the domain. A
data store that contains data that are
instances of the concepts in the ontol-
ogy is called a KB. The ontology can
be considered to be the schema for the
KB. Shared-data models also address
similar problems and can be consid-
ered ontologies

Ontologies are represented by ontol-
ogy languages. Because an ontology
is used as a shared representation,
it is desirable that the ontology be
represented in a language that is non-
proprietary or open. Furthermore, the
ontology language must provide suffi-
cient features to represent rich concept
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definitions. Thus, another important
requirement for an ontology represen-
tation language is that of expressive-
ness. Finally, the ontology language
should support the ability to represent
and query instance data.

Semantic Web Technologies. The
WWWC, which is the main body
defining the standards for the Web, has
proposed a set of standards that build
upon the ones currently prevalent,
such as Extensible Markup Language
(XML), and that address some of the
key needs of a semantic Web. These
standards address such areas as lan-
guages for rich knowledge represen-
tation, querying, and security. Fig. 1
shows the semantic Web standards.
The full-length paper focuses on the
standards highlighted in the figure that
are useful in defining ontologies and
implementing KBs.

Resource-Description Framework
(RDF). RDF is a WWWC specifica-
tion originally designed as a metadata
model but that has been used as a gen-
eral method of modeling information.
The RDF paradigm is based on the idea
of making statements about resources.
The basic unit of data representation in
RDF is a statement or triple, which is
of the form subject/predicate/object. A
set of related statements form an RDF
graph. Although the graph-based RDF
paradigm can be encoded in different
ways, the most common way of encod-
ing it is as an XML document.

Two important specifications closely
related to RDF are the RDF schema
(RDFS) and SPARQL. RDFS is used
to define the meaning of the concepts
used in, or the schema for, an RDF
document. The difference between
XML schema (XMLS) and the RDFS
is that unlike XMLS, which allows the
definition of only syntactic structures,
RDFS supports the ideas of class and
class hierarchies. This difference can
be likened to the difference between
imperative programming like C, which
supports the definition of structs vs.
the OO languages that support richer
notions of classes and class hierarchies.
SPARQL is a query language specially
designed to query RDF data sources

Ontology Web Language (OWL).
Although the RDF and the RDFS stan-
dards provide a richer set of primi-
tives than XML, the semantic Web

community found the need for a lan-
guage that improves RDF by adding
constructs that make it more expres-
sive. OWL is the resultant language,
which builds on the RDF standards
and improves its expressiveness while
ensuring that the computational com-
plexity of the language is reasonable.
By layering OWL on RDF, much of
the RDF-tools support and querying
can be reused. An important function-
ality that OWL and RDFS support is
the ability to derive new information
on the basis of existing information
and the schema definition, which is
referred to as inferencing.

Commonly used paradigms for cre-
ating data models are relational. OWL
satisfies the key requirements of an
ontology language because it is based
on open standards, is expressive, and
has the ability to store and query
instance data. Semantic Web standards
are not very mature, but the WWWC
has a track record of creating good and
successful standards.

Ontology Application

for Oilfield Operations

Efficient Access to Simulation
Artifacts. Metadata often have been
suggested as a way to address the
problem of finding information.
Metadata commonly are defined as
data about data. In the full-length
paper the term metadata refers to the
data that describe the structure and
workings of information use by an
organization and that describe the
systems the organization uses to man-
age that information.

The metadata ontology is centered
on data objects like simulation mod-
els and their results. For each data
object, three kinds of metadata are
defined: access-information metadata
that define how the data object can
be accessed, which typically is its file
location; provenance metadata that
describe metadata about how the data
object was created; and data-specific
metadata that are used to capture
metadata specific to each data object.
Typically, a concise summarization
of the important elements of the data
object (e.g., the field elements that are
represented in the simulation model
and the key assumptions made in
the simulation model) is captured in
this category. This allows the user to
search for data objects that model cer-
tain realizations of the asset.
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The metadata for data objects are
stored in a KB called the Metadata
Catalog. The metadata are created
when an engineer enters a data object
into the system. Because much of
the metadata are present in the data
object itself, special metadata-extrac-
tion components for each data object
are written to parse the data objects
and obtain the metadata. This then is
persisted in the metadata catalog and
used by various applications.

Knowledge Management. Tracking
Decisions. An engineer, when making
decisions, typically performs analy-
ses, involving for example different
uncertainty realizations of the asset
and different operational strategies.
Much of the information and rationale
behind the decision, including the
analyses, often are lost after the deci-
sion is made. Such information could
be valuable for two reasons. First,
an audit trail of the decision-making
process can be maintained. Second,
such knowledge capture will contrib-
ute to reliable operation in the face of
personnel turnover by enabling new
members of the workforce to retrieve
and understand in detail the proce-
dures used by their predecessors.

The IAM-developed system allows
the engineer to perform analyses by
creating different scenarios, each of
which encodes different field-opera-
tional strategies. Different tools and
methods then can be used to evaluate
these scenarios, and the engineer can
choose the scenario that maximizes the
target metric. The analysis is performed
under a decision frame that explicitly
records the problem setup, the types
of analyses made and omitted and the
rationale for doing so, and the results
from the analyses. This information
can be queried and retrieved in the
future for audit-tracking purposes or
for instructing new employees.

Ontology Design

The ontologies developed were built
for an in-house application, and thus
their design goals are different from
those of POSC Caesar’s OGO, which
is intended to be a comprehensive
domain vocabulary for the industry.
These ontologies also were designed
to be used as a basis for a KB and
for efficiency reasons were designed
to be small and modular. Currently
three ontologies with approximately
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300 classes have been designed. OWL
provides the ability to import ontolo-
gies defined elsewhere, which makes it
easy to modularize ontologies.

Domain-independent ontologies
describe concepts that are indepen-
dent of oilfield semantics. Two ontolo-
gies were considered that were too
detailed, and thus smaller subsets of
these ontologies were created to fulfill
needs. Larger ontologies are undesir-
able because they decrease reason-
ing performance. Domain ontology
defines elements of the oilfield domain
and consists mainly of physical enti-
ties in the oil field, such as Well,
Reservoir, Fault, and Original Oil
in Place (OOIP) Regions. Important
properties of these entities such as
initial hydrocarbon estimates for the
reservoir and on-stream dates for the
wells also are captured in the domain
ontology. Other important relation-
ships between entities also are cap-
tured in the ontology. The domain
ontology uses elements of the domain-
independent ontologies.

The system addresses aliasing,
where the same entity is addressed
by different names in different data
sources and different scaling hetero-
geneities, by allowing each entity to
have multiple names. To deal with
this problem, a logical entity called
the asset inventory was created that
contains the physical entities that are
part of the asset. Every model models
one or more of these physical entities,
and thus a reference from the entities
in the model to the entities in the asset
inventory is created. Even if an entity
is addressed by a different name in
different models, because it points to
the same entity in the asset inventory,
the system understands it to be the
same physical entity. A units ontology
addresses the problem where different
data sources use different unit systems
to record the same information.

Workflows and Tools

Fig. 5 in the full-length paper shows
the workflow that describes how the
metadata from simulation cases are
added to the metadata catalog, que-
ried, and used by various IAM appli-
cations. When a simulation case is
created and validated by an engineer,
it is published either through a user
interface or by copying it to an agreed-
upon network location. An TAM agent
that constantly polls this location for

new simulation cases then accesses
the model. The metadata are extracted
from the simulation model by use of
metadata extractors. Custom metadata
extractors are created for each kind
of simulation model in the system.
Metadata components were created
that parse American Standard Code
for Information Interchange-based
documents and components that use
custom application programming
interfaces to access information in the
simulation models.

After the metadata are extracted,
reasoning is performed to material-
ize all the inferred information from
the information extracted from the
model. On the basis of the informa-
tion (metadata) presented and the
OWL ontology definitions, additional
information can be inferred. Two
applications that have been proto-
typed are the metadata browser and
the OOIP-tracking application.

The metadata catalog browser allows
the user to examine all the data that
have been published and search for
particular data on the basis of the enti-
ties defined in the domain and in the
metadata ontologies. It also allows the
user to search the metadata catalog
in intuitive ways. The user also can
search for and navigate through data
objects on the basis of their relation-
ships to other data objects. The OOIP-
comparison utility provides a unified
view of information across models.

Discussion

An important reason for choosing
semantic Web technologies was the
strategic vision of IAM as a metadata-
and knowledge-management platform
for the oilfield-operations domain. It is
believed that the expressiveness afford-
ed by the semantic Web stack will
prove to be highly beneficial for such
functionality. Because the semantic
Web technologies are still an emerg-
ing technology, many questions with
respect to scalability, performance, and
tool support must be addressed. Early
performance testing was conducted
with synthetic but realistic OWL data
sets of various sizes, combined with
different simulated user loads in terms
of metadata catalog queries. Although
performance appears to be acceptable
for relatively small data sets, more
foundational research is needed to
improve the performance and scalabil-
ity of OWL knowledge bases. JPT
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